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By “practical reasoning” I shall understand reasoning about what to do. Doing something includes as the most elementary case (1) the immediate initiation of a change in the agent itself (typically a movement of some part or parts of its body). More complex cases are (2) the immediate initiation of a series of bodily movements and (3) adoption of an intention to initiate a sequence of bodily movements later (a “plan”, which may be only partially elaborated at first). Typically the actions to be performed will not be described in terms of how the agent moves the parts of its body (and indeed it may be somewhat indeterminate what bodily movements will constitute the action), but rather in terms of what function the movement of the parts of the body will amount to, e.g. calling someone on the telephone and asking them a certain question. (4) Plans may be logically complex, including for example disjunctions or conditions. (5) More general than a plan is a policy, which is the carrying out of a certain plan whenever specified conditions obtain (e.g. whenever I want to walk across a street, do so only when it is safe). More complex still are (6) cases where the agent is not an individual human being but an organization of human beings–an academic department, a municipal government, the board of directors of a joint-stock company, the executive of a voluntary organization, etc. Actions of all these types include intentional omissions, i.e. intentionally not initiating (now or later) a certain bodily movement or series of bodily movements, defeating a resolution to undertake some initiative, etc. Thus, generically, practical reasoning is reasoning directed to the adoption of a policy by some agent, where policies include as limiting cases plans (policies adopted for just one occasion) and actions (plans with only one component), and the agent adopting the policy may or may not be identical to the set of individuals carrying out the reasoning.


Philosophers are interested in practical reasoning from two points of view: explanation and guidance; for the distinction, see Raz’s introduction to his (1978). The explanatory interest leads them to consider such questions as whether a desire-belief model is the correct explanation of intentional action, whether reasons are causes, how akrasia (“weakness of will”) is possible, what is the difference between akrasia and (possibly self-deceptive) hypocrisy, and whether all reasoning-produced motivation is partly derivative from motivation already present in the reasoner (“motivational internalism”). Although the investigation of such questions is sometimes relevant to questions related to guidance, and indeed it is sometimes difficult to tell whether a given philosophical contribution is oriented to explanation or guidance, I shall focus in the remainder of this statement on guidance-oriented questions–i.e. those which are constitutive of the general issue of how an individual or group ought, if it were fully rational, to arrive at and implement decisions about what to do.

1. The scope of practical reasoning
A comprehensive rational guidance system for human action would enable any human being or group of human beings, given any situation, to decide rationally what to do in any given respect at any time, assuming possession of the required factual knowledge and other inputs. To the best of my knowledge, nobody has proposed such a comprehensive system.
 Perhaps nobody ever will. For there are so many ways to engage in practical reasoning, and they interact in such complex ways, that the task of formulating a comprehensive system is daunting.


Some idea of the complexity required for a comprehensive system for rational guidance of human action can be gathered from the flow charts for planning and plan execution in John L. Pollock’s computational architecture for an autonomous rational agent, which he dubs OSCAR (Pollock 1995: 276, 292).
 Pollock’s model of practical rationality assumes a much richer psychology than the belief/desire psychology which he traces back to Hume; see also Bratman’s similar arguments in his (1987) against construing intentions in terms of beliefs and desires. Pollock argues convincingly (1995: 12-35) that practical reasoning, understood as having the function of making the world more to its possessor’s liking, requires seven distinct types of states: beliefs, situation-likings, feature-likings, intentions (construed as adoptions of plans), and three kinds of desires (primitive, instrumental, present-tense action). This more complex psychology is the basis of an extremely complex and subtle computational architecture for a rational agent, for whose construction much sophisticated thinking and refinement of originally attractive but over-simple ideas was required. Complex as it is, Pollock’s OSCAR is incomplete in at least three important respects. First, it is solipsistic, in the sense that there is no provision for verbal input from, or verbal output to, other autonomous rational agents, still less for back-and-forth discussion, whether argumentative or non-argumentative. Second, it is egoistic, in that the function of the entire system is to make the world more to the liking of that system itself, without regard (except instrumentally) to whether its actions make the world more or less to the liking of other systems which have situation-likings and situation-dislikings; morally speaking, Pollock’s OSCAR is a monster. Third, it is unsocial, in that it does not (and cannot) belong to any groups of autonomous rational agents with governance structures for making decisions about the actions of the group; it is a citizen of no country, belongs to no professional associations, owns no shares in any joint-stock company, has no immediate family, does not belong to a recreational bridge-playing group, etc. A really comprehensive system of rational guidance for human action would have to remedy all three of these lacks.

2. Limits and dangers of computational approaches to practical reasoning
There are risks to having computer programs actually do practical reasoning for human individuals or groups. One risk is that the output will be unusable, as in the following project:

A colleague of mine had a research project for a while in which he developed a method for “weighing” heterogeneous arguments. It was real problem‑talk, what they studied (pros and cons of school‑autonomy in Germany). They counted some 4000 “arguments”, so that the amount of data urgently called for computer usage. “Weighing” was modelled like this: A group of test‑persons was asked to attach numbers (1 to 5) to the various arguments, viz. pairs of arguments (which one you prefer and how much). Then these data underwent several nice calculation processes. Some figures came out. They didn't go so far as to really recommend something to the politicians. But they had financed a research project for several years. I was involved in it rather late, tried to talk them out of it (saying, what they needed was a topological predicate “arg. X weighs A more than arg. Y”, and for which transitivity could be proven, a task which cannot be reached as long as human beings are the addressees) but did not succeed. So I think what you finally can get here is research money. (Harald Wohlrapp, e-mail communication to David Hitchcock, 4 May 2000; cf. Wohlrapp (1996))

Worse, the output may be used and lead to harmful decisions:

The danger is that it (the incorporation of practical reasoning within expert systems) will omit the inevitable human judgment that is needed beyond what the application of our criteria tell us. We do not have criteria that can do the job, so intelligent, informed, caring (to be right), human judgment is needed... Ultimately the danger is that serious mistakes will be made and defended because they fit the model. (Robert H. Ennis, e-mail communication to David Hitchcock, 7 May 2000)

Thus, Ennis suggests as a key question in developing computational approaches to understanding practical reasoning: To what extent can we computerize the various aspects of critical thinking and their integration in the making of a decision about what to believe or do?

3. Argumentation schemes
A number of recent books in the philosophy of argument (Perelman & Olbrechts-Tyteca 1971/1958, Kienpointner 1992, Walton 1996, Grennan 1997) propose lists of “argumentation schemes,” each asserted to have at least presumptive validity. If a scheme is presumptively valid, then an argument of that type with adequate (true, known, acceptable, etc.–pick your criterion of premiss adequacy) premisses which meets the conditions of the scheme establishes a presumption that its conclusion is to be accepted, a presumption which imposes a burden on someone who wishes rationally to decline to accept the conclusion to cite some defeater. Many of these argumentation schemes have conclusions about what to do. As Blair points out (1999), these lists have a strongly ad hoc appearance. The schemes originate from a variety of sources, including traditional rhetorical handbooks and works of literature; and there is often no theoretical argument for the comprehensiveness of any proposed list or for the adequacy of the proposed conditions which a given scheme must meet. The literature on argumentation schemes is at an early stage of development, and more work needs to be done on them.


Grennan (1997: 151-219) takes a combinatorial approach to developing a typology of presumptively valid one-premiss argument patterns. He follows Toulmin’s model (Toulmin 1958) for the layout of arguments in which a (possibly qualified) covering generalization of an argument is not regarded as a premiss (or in Toulmin’s terminology a ground for the claim being defended), but as an unstated principle licensing the inference (in Toulmin’s terminology, a warrant). Thus a presumptively valid one-premise argument will have a claim or conclusion, a ground or premiss, and a (qualified) warrant licensing the inference from premiss to conclusion. On the basis of a critical discussion of a typology of claims and warrants developed by Ehninger and Brockriede (1963), Grennan distinguishes eight main types of claims:

“1. Obligation claims: X must do A;

2. Supererogatory actuative claims: X ought to do A;

3. Prudential actuative claims: X ought to do A;

4. Evaluative claims, of which there are three kinds: grading, rating, and comparison;

5. Physical-world claims, which include both physical brute facts and institutional facts;

6. Mental-world claims, which ascribe mental phenomena;

7. Constitutive-rule claims, which are based on definitions and other necessary truths and falsehoods; and

8. Regulative-rule claims, which express obligations and prohibitions.” (Grennan 1997: 162)

Since both the premiss and the conclusion of a one-premiss argument can be of any of these eight types, there are 64 types of premiss-conclusion combination in one-premiss arguments. Any argument to a claim of types 1, 2, 3 or 8 would be an example of practical reasoning.


Further, Grennan takes from Ehninger and Brockriede (1963) nine types of argument patterns from a premiss P to a conclusion C:

“1. Cause to effect: The phenomenon mentioned in P produces the one in C.

2. Effect to cause: The phenomenon mentioned in P is best explained by C.

3. Sign: The phenomenon mentioned in P is symptomatic (naturally or conventionally) of one reported in C.

4. Sample to population: What is true of a sample of X is also true of other X’s.

5. Parallel case: What is true of the referent of P is also true of the referent of C by virtue of their similarity.

6. Analogy: B1 is to B2 in C as A1 is to A2 in P.

7. Population to sample: What is true of known X’s is also true of this X.

8. Authority: S (the assertor of C) is a reliable source.

9. Ends-means: The action mentioned in C generally achieves the end mentioned in P.”

Ignoring type 7, on the ground that it is an essentially mathematical class of reasoning patterns, Grennan now has 512 theoretically possible combinations of type of claim in the premiss, type of claim in the conclusion, and pattern of argument. Eliminating possibilities where it is obvious that no presumptively valid pattern can be found, he works out systematically which combinations can be useful patterns for persuasion. In a later monograph, as far as I know still unpublished, he develops conditions of presumptive validity for 38 of these argument schemes.


Walton (1996) is less systematic. He presents a list of 25 argumentation schemes, making particular use of the pioneering work of Arthur Hastings (1963, cf. Windes & Hastings 1965) and attending as he goes to Kienpointner’s (1992) system of classifying argumentation schemes.
 Many of the schemes are expressed as arguments from: sign, example, verbal classification, commitment, position to know, expert opinion, evidence (to a hypothesis), correlation (to cause), cause (to effect), consequences, analogy, waste, popularity, bias, an established rule, precedent, gradualism, vagueness of a verbal classification, arbitrariness of a verbal classification. In addition Walton includes circumstantial argument against the person, ethotic argument, and four types of slippery slope argument: causal, precedent, verbal, full. The bold-faced names designate schemes which always or sometimes involve practical reasoning to a conclusion about what is to be done; 15 of the 25, or 60%, are so labelled.


The rhetorical tradition from which lists of argumentation schemes historically derived tended to identify them solely on the basis that they were in use and were sometimes effective in persuasion; rhetoricians did not pay much attention to how well arguments conforming to such schemes established their conclusions, in the sense of rendering them justified. But the question of presumptive validity can certainly be raised. In general, a proposed argumentation scheme is presumptively valid if and only if any argument fitting the scheme establishes a presumption that its conclusion is to be accepted, in the absence of evidence directly rebutting the conclusion. But the standard required to establish a presumption varies from situation to situation. In the Canadian legal system, for example, and in general in the common law tradition, establishing the guilt of an accused person in a criminal trial requires proof “beyond a reasonable doubt,” whereas establishing liability in civil law for a tort requires only proof “on the balance of probabilities.” And the way those vague phrases are understood varies from case to case according to the seriousness of the consequences for the defendant of a finding against him or her. In prudential, moral and other practical reasoning, the standard required to establish a presumption will vary widely according to the details of the situation. What can be done in a general way, perhaps, is to indicate the sort of premisses which will count towards establishing a presumption, and the sort of counter-evidence which is usable in rebuttal once a presumption has been established.


There is much room in the theory of argumentation for work on argumentation schemes. How much computational modelling can contribute to that work, or how much work on argumentation schemes can contribute to research in artificial intelligence, I am not sure.

4. Conductive reasoning
A common form of reasoning about what to do, not included in either Grennan’s or Walton’s lists, is to “weigh up the pros and cons” of a projected policy. A comprehensive exercise in such “weighing” would take into account every consideration which is relevant, whether positively or negatively, to the decision to be made; the right
 decision would be the one which the various considerations on balance favour.
 Arguments involving such reasoning have been variously called “good reasons” arguments, “balance-of-considerations” arguments, “pros-and-cons” arguments and “conductive” arguments. Such reasoning arises whenever no consideration or combination of considerations is decisive one way or the other–that is, when any accumulation of considerations supporting a certain decision is subject to rebuttal by citing further considerations pointing in the opposite direction.
 Carl Wellman, for example, characterizes it as “reasoning in which 1) a conclusion about some individual case 2) is drawn nonconclusively 3) from one or more premises about the same case 4) without appeal to other cases.” (1971: 52) This characterization fits the examples given by Govier (1987, 1999) and others, as long as we count an individual policy, for example, as an individual case. It also fits examples like “This creature has wings, so it can fly,” which are usually treated as examples of defeasible reasoning of another sort. To exclude the latter sort of example, we might want to insert after 1) of Wellman’s definition: “1a) whose acceptability cannot be independently ascertained empirically.”


There are many open questions about this form of reasoning. What does it mean to say that a consideration is relevant to a proposed policy? How does one discover a consideration which is relevant to a proposed policy? Given a proposed consideration, how can one check whether it is relevant, positively or negatively? How can one tell that one has exhausted all the relevant considerations, or at least all those which are of sufficient “weight” to make a difference to one’s overall judgement? How can one reconcile disagreements among different individuals as to whether a given consideration is relevant? How can we cash out the metaphor of “weighing,” of determining which policy the competing considerations “on balance” favour? Is this form of reasoning best modelled in terms of deciding whether or not to adopt a specified policy, or of choosing among a number of specified options? If the latter, how does one assign each consideration to each option?


Wellman himself thought that there were no rules and no criteria for conductive reasoning. If one doubted whether the premisses of a piece of conductive reasoning justified the conclusion, he wrote, the only way to check its (non-conclusive) validity was to think the argument through again. Feeling dissatisfied with this anomic approach, which is of little help in resolving intrapersonal doubts or interpersonal disagreements about (for example) the relevance of a certain consideration, I proposed a method of refutation by logical analogy of claims to relevance of a consideration in conductive reasoning (Hitchcock 1994). This method, which may be the best one can produce, turned out to make it rather difficult to show that a proposed consideration was irrelevant, since the defender of its relevance can always object to a parallel case where the consideration seems irrelevant that there is in the parallel case an overriding consideration with the opposite kind of relevance which explains our judgement about that case.


All the literature in the philosophy of argument about conductive support is suspicious of any attempt to produce a calculus which could be applied so as to generate a judgement by some sort of quantitative reasoning. Benjamin Franklin proposed a rough-and-ready calculus of this sort in a letter to Joseph Priestly in 1772.
 At least one contemporary undergraduate textbook in critical thinking (Ennis 1996) has incorporated the “Ben Franklin method,” with lots of caveats, as an informal approach to decision-making of this sort. The method, as described by Ennis, involves listing the pros and cons in opposite columns and crossing out competing considerations judged to be of roughly similar “weight;” sometimes, for example, two pro considerations might be judged to be jointly of equal weight to one con consideration. When all the considerations on one side are crossed out, and some considerations remain uncrossed out on the other side, the latter side is the one to adopt. My students were able to apply this method in exercises and tests, but in my judgement rather mechanically: they listed just enough considerations on each side and gave them just the required relative weight so as to arrive at the judgement which they had already formed before going through the exercise. A weakness in applying this rough-and-ready approach is a poverty of imagination and lack of background knowledge required to generate a full enough range and detail of competing considerations.


A fortiori, the rather mindless exercise in weighing described by Wohlrapp (1996, and above) would be unsatisfactory. A decision-theoretic approach in terms of expected utilities of competing options seems also inapplicable, since in general the utilities of more than one person are affected and in any case there is reason to be sceptical about the possibility of measuring the well-being of an individual in terms of cardinal utilities.


Vermaak (1999) takes it as an outstanding problem in the theory of the evaluation of conductive arguments to refine the metaphor of “outweighing” which we use when we judge that on balance the considerations on one side outweigh those on the other. I would agree.


Vermaak’s (1999) focuses however on what he sees as a second problem with conductive arguments, what to do (in a context of interpersonal discussion) when counter-considerations are not even entertained, so that the question of their acceptability and relevance is not even allowed to arise. This problem–illustrated by the response of the Umatilla tribes (Minthorn 1996) in the state of Washington in the United States of America to a proposal to allow scientific study of the 8,400-year-old remains of a man identified as Caucasian, remains found within the tribe’s traditional territory–he calls the problem of “deep disagreement.” The main burden of Vermaak’s paper is to argue against a proposal by Bruce Ackerman (1989) that, in cases where two people differ on some dimension of the moral truth, they should say nothing in their conversation with one another about what divides them. To this recommendation of “conversational constraint,” Vermaak replies that it is undesirable and unnecessary in what Kant called “public argument,” i.e. argument addressed to the world at large rather than to an audience restricted by role or function. Vermaak believes in fact that a proper understanding of deep disagreement indicates that unrestrained conductive argument is the best way of handling it. He cites a “very promising” account of deep disagreement by Henry Richardson (1995), in which Richardson adds to the list of obvious barriers to overcoming deep disagreement (stupidity, ignorance, obstinacy, arrogance, bias, prejudice) barriers requiring more effort to identify and remove, which are due to the facts that “(1) much learning is tacit, (2) much of what is learned is seen as a priori or definitional, and (3) inculcation of a form of life or a set of specialized practices typically takes for granted a rough characterization of the ends that are treated as final within that endeavor.” (Richardson 1995: 260; quoted in Vermaak (1999: 832))


It seems that “weighing up the pros and cons” involves a great deal of sensitivity to the particular decision‑making situation, a great deal of background knowledge about likely consequences of possible courses of action (or policies) in that situation, the ability to entertain imaginatively and appreciate emotionally what these consequences would be like, and considerable judgement. So computational modelling of this form of reasoning would seem to be a real challenge.

5. Retroflexive argumentation
Harald Wohlrapp (1995, 1998) takes a very different approach to the understanding and evaluation of conductive arguments. He rejects as misleading Govier’s proposal for how to evaluate a conductive argument (as well as all quantitative metaphors for its evaluation), on the ground that “i) it suggests that the conclusion or thesis is a stable thing equipped with positive and negative quantities of a certain secret quality. ii) It suggests the existence of a stable ‘we-position’ which, however, cannot be simply presupposed but has to be worked out.” (Wohlrapp 1998: 347) Wohlrapp’s general position is that non-deductive argumentation schemes like the one for conductive arguments are not on a par with deductive argumentation schemes; they are parasitic on deductive argumentation schemes but not vice versa. In the case of conductive arguments, he claims, we have a heterogeneous group of considerations, each relative to a certain way of framing what he calls the matter in question. For example, in a conductive argument that you should return a book to the library because you contracted to do so, others may need it, and by doing so you will avoid paying a fine (an argument taken from Govier), the matter in question is the book and the three premisses frame the book as the subject of a contract, as a common good needed by a variety of people, and as a possible cost factor. These frames diverge because the matter in question touches our position (beliefs, expectations, wishes, knowledge, etc.) with respect to the matter in question in different parts which are not integrated. Wohlrapp’s recommendation for this sort of incommensurability (my word, not his) is a process of discussion in which we work out a common ground interactively, going back and forth between premisses and conclusion in what he calls retroflexive argumentation in a way which is open to changes in both of them. The aim of this discussion, which will sometimes be unreachable, is to gain a full understanding of the matter in question, to grasp it in a frame which integrates all the frames of the “essential arguments.” (1998: 347) He illustrates the sort of dialogically situated frame confrontation, frame shifting and frame unification he has in mind through a couple of examples. It is an interesting question whether one could model computationally the sort of back-and-forth retroflexive argumentation/discussion which Wohlrapp recommends for non-deductive argumentation schemes.


A nice application of the idea of retroflexive argumentation to reasoning in ethics is Peter Mengel’s (1999), in which he criticizes Peter Singer’s popular and controversial Practical Ethics (1979) for its failure to be “retroflexive” enough about his principle of equal consideration of interests, which Singer supports initially on the ground that its implications in particular cases correspond to our moral intuitions, then uses dogmatically as an unquestioned premiss to derive specific ethical recommendations which are often highly counter-intuitive, e.g. that we have an obligation to cease eating meat comparable to the obligation of slaveholders to change their way of living so as to accommodate their moral responsibilities toward their slaves. In his comments on Singer’s argumentation, Mengel seems to envisage retroflexive discussion as operating much like the search for a so-called “reflective equilibrium” (Goodman 1954, Rawls 1971) between intuitively appealing general principles and intuitively appealing considered judgements about particular cases. But this similarity may be a feature just of this application of the concept; Wohlrapp’s examples of retroflexive discussion are rather different. Mengel himself, incidentally, thinks that most argumentation is at least partly retroflexive. (1999: 570, n. 333)

6. Integration of ethical considerations
An outstanding problem is how to integrate ethical considerations into an overall theory of practical reasoning. One approach, worked out in an influential book by David Gauthier (1986) and explored further with computational modelling by Peter Danielson (1992, 1998), is to account for the evolution of morality among initially purely self-regarding individuals through a kind of  “social contract” of the sort originally postulated by Thucydides and other thinkers of the classical period in ancient Greece (cf. Plato’s Republic II.358e-359b), then taken up in the modern period by Hobbes and other thinkers in the social contract tradition. Much interesting work has been done in working out the implications of various assumptions about the starting-point for the kind of morality that arises. In my view, the results of this work operate as a kind of a reductio ad absurdum of a contractualist understanding of morality. A paradigm of moral evil is taking sadistic pleasure in torturing non-human animals. A moral theory which does not imply a robust condemnation of such a practice must therefore be seriously defective. As far as I can see, however, “morals by agreement” can base condemnation of cruelty to animals only on the slender reed of offence to the feelings of some of the contracting humans, since non-human animals cannot themselves enter into contracts; cruelty practised beyond the ken of oddly sensitive human beings must therefore be morally unexceptionable on a contractualist account. A contractualist might appeal to the empirical fact that young boys who sadistically torture non-human animals often go on to do similar things to their fellow human beings. But this appeal is also a slender reed, since it depends on a contingent empirical fact which might be true only of some human beings and it could in any case be handled without stigmatizing cruelty to animals as in itself immoral. Non-constant-sum games like the prisoner’s dilemma show that there can be situations where purely self-regarding practical reasoning is self-defeating, but the kind of morality which results from merely overcoming this particular limitation of egoism is a truncated morality.


Singer’s (1979) principle of the equal consideration of interests is one alternative to a contractualist approach. It suffers, however, from levelling out the interests of all creatures. A better approach to ethical theory, it seems to me, is that recommended by Richard and Val Routley
 (1980) of identifying concentric spheres of items of moral considerability, with a different type of moral responsibility corresponding to each sphere. Individuals with whom one can enter into contracts form the class represented by the innermost sphere; to them one can have obligations. Sentient creatures form a wider class. And so on, up to items like species and wilderness areas. Integration of an adequately comprehensive ethical theory like the Routleys’ into a computational model of practical reasoning would be an interesting and perhaps socially useful exercise. It would not be simply a matter of imposing absolute prohibitions on policies which violate ethical requirements, since on the Routleys’ approach our moral responsibilities towards items in broader spheres are not requirements; for example, on their view human beings do not have an absolute duty not to do anything which would have as an effect the destruction of a biological species, but rather a defeasible responsibility to preserve the earth’s biodiversity (for its own sake, not just because of the consequences for humans of a reduction in biodiversity).

7. Negotiation and deliberation dialogues
Douglas Walton has done valuable work in distinguishing different types of dialogue according to their goals and in applying the distinction among them to various topics in the theory of argumentation. According to his (1999: 50), there are six basic types of dialogues: persuasion, negotiation, inquiry, deliberation, information-seeking, and eristic. Their functions are as follows:

persuasion: to test out the strongest arguments on both sides of a particular proposition (29)

negotiation: to make a deal that will distribute goods so as to give significant benefit to both
 parties (36)

inquiry: to establish or prove a particular proposition or to show that it cannot be proved given the present state of knowledge (38)

deliberation: to find a course of action (41)

information-seeking: to transmit information from one party to another (44)

eristic: to bring about a catharsis where hidden conflicts are brought out into the open and acknowledged by both parties (46)

Obviously, negotiation and deliberation dialogues involve practical reasoning. There are formal systems for some of the other types of dialogue, e.g. the system in (Barth & Krabbe 1982) for what (Walton & Krabbe 1995) call a “restrictive persuasion dialogue” or the (envisaged) formal system for an inquiry dialogue for whose rules I proposed guiding principles in my (1991). It might be a contribution to the understanding and improvement of practical reasoning, therefore, to develop formal systems for negotiation and deliberation dialogues and to explore the results of various strategies which parties to those types of dialogues could adopt. Such research seems ideally suited to computational investigation.


Negotiation dialogues, for example, are traditionally carried out in terms of what Fisher and Ury (1983) call “positional bargaining.” The negotiation commences with each party to the negotiations laying out its initial bargaining position. A sequence of horse-trading follows, with each party conceding as little as it believes it can get away with so as to defend its interests as much as possible. No party sets out as its initial bargaining position what it is ultimately prepared to agree to. Thus, there is considerable posturing, and even deception. Psychological games are common. External devices such as conciliation, mediation and arbitration have been invented as methods for helping recalcitrant parties to arrive at a settlement. One party or another resorts to such pressure tactics as work-to-rule, strike, lockout, strikebreaking by replacement workers (“scabs”), property damage and even killings. It is not a pretty picture, and the results of such negotiations are often sub-optimal, in the sense of Pareto that an alternative settlement would serve the interests of at least one party better without serving the interests of any other party worse. Mediators construe their aim as helping the parties to a negotiation to arrive at a settlement which all parties will subsequently regard as satisfactory. Even that goal is often not achieved in positional bargaining.


Fisher & Ury (1983) propose as an alternative what they call “principled negotiation.” The parties conceive as their aim that of arriving at a “wise agreement” which satisfies the interests of all parties as well as can be managed. They work within commonly accepted general principles which their agreement is to meet. Each side begins by spelling out, not positions, but interests which it would like satisfied in a final agreement. The negotiating process is supposed to be exploratory and cooperative, a mutual search for an agreement which will serve all the interests on the table.


There is considerable real-world (generally positive) experience with the Fisher & Ury model of negotiations. Computational modelling might be able to explore theoretically the difference in outcomes of a positional vs. principled (or other) approach to negotiations. A difficulty for such modelling is that trust and respect between the parties are crucial to successful negotiations, quite obviously in principled negotiation, but also in positional bargaining. It is hard to see how one could model being trusting and respectful in a computer simulation, or governing one’s behaviour in such a way as to secure and preserve trust and respect from the other parties (e.g. using culturally appropriate “facework” in the choice of forms of address). But perhaps this can be done. Another difficulty is that mathematical models of negotiation dialogues seem obliged to abstract from power differentials between the negotiating parties. But such power differentials strongly affect the process and outcome of negotiations, as has been recognized for millennia. As the Athenian envoys said in their negotiations with the leaders of the island of Melos in Thucydides’ History of the Peloponnesian War, “You know as well as we do that right, as the world goes, is only in question between equals in power, while the strong do what they can and the weak suffer what they must.” (chap. 17)
 No tweaking of the rules for formal negotiation dialogue, or optimization of strategies for conducting negotiations within such a set of rules, will produce a satisfactory outcome for a weaker party whom an unscrupulous stronger party is prepared to exploit.


There are already formal (or at least quasi-formal) systems for deliberation dialogues, in the shape of such rules for parliamentary procedure as Robert’s (1970) and Bourinot’s (1995). These rules are powerful constraints on dialogue, allowing little room for the kind of back-and-forth discussion (Wohlrapp’s “retroflexive argumentation”) which might produce a better decision about what to do than “the resolution on the floor,” as amended and sub-amended. Among the inexperienced, parliamentary debate can break down in procedural gridlock, with the chair trying to figure out what the meeting should do next. Critics of parliamentary procedure–including native Americans, members of the Society of Friends (“Quakers”), and “green” social and political movements–advocate forms of deliberation dialogue oriented towards producing consensus, which means at least substantial agreement by all participants, if not unanimity. The Quakers in particular have considerable experience over centuries of this form of deliberation dialogue, and have used it in behind-the-scenes mediation in various political trouble spots around the world. It seems possible to model mathematically and try out computationally different formal systems for deliberation dialogue, with a view to seeing the outcomes of various strategies by interlocutors in a given formal system.

8. Plan stability
One issue for a comprehensive theory of practical reasoning is when and how to reconsider previously adopted, and perhaps already partly implemented, plans and policies. A rational agent with unlimited computational resources would presumably reconsider at every moment all its adopted plans and policies, updating them in accordance with new factual information and changes in basic values. A rational agent with limited resources (a human being, a human organization, a computer with the right architecture) can reconsider its previously adopted plans and policies only occasionally. When should it do so?


Bratman (1987) argues that it makes sense for human beings to have reasonable unreflective habits of non‑reconsideration and of reconsideration (unreflective, because even reflecting whether to reconsider costs time and thinking effort). Thus, if we form a plan, and we unreflectively decline later to reconsider it, in accordance with a reasonable habit of unreflective non‑reconsideration, then (assuming that it was rational to adopt the plan in the first place) it is rational for us to continue to have that plan and to carry it out, even if as a matter of fact it is more costly for us to continue with the plan than to drop it. Bratman does not say much about what would be a reasonable habit of non-reconsideration and what would be a reasonable habit of reconsideration. It appears that Pollock’s planning-initiator responds only to newly acquired desires (1995: 230), so his architecture provides otherwise for reconsideration of a plan only if the plan has built into it periodic reconsideration. One could imagine implementing computationally various default positions on when adopted plans will be reconsidered, and running the alternative programmes to see what the results are for the ultimate goals served by the plans. (One of the merits of computational implementation of systems of practical reasoning is that it focuses our attention on such control systems, which philosophers have largely neglected in favour of a focus on norms. Here as elsewhere, computational approaches have the merit of bringing neglected theoretical questions to our attention.)


A second, related issue is whether it is ever rational to continue with a partially completed plan after we reconsider it and discover that to continue would be more costly than not. In his (1999) Bratman considers various cases where this might be thought to be rational, and various policies with respect to continuing to carry out one's plans in such circumstances (labelled “strong resolution”, “moderate resolution” and “sophistication”). He proposes as an alternative to all those policies a no‑regret condition for carrying through with your intention. Consider the following two conditions: 

a) If you stick with your prior intention, you will be glad you did. 

b) If you do not stick with your prior intention, you will wish you had. (1999: 79) 

If conditions (a) and (b) are met, then, other things being equal, you should stick with your intention. If either condition (a) or condition (b) is not met, then, other things being equal, you should follow through on your intention.


He applies this condition to various cases.

1) Before dinner, Ann prefers to have one beer at dinner and read a book after, and so plans to do that. During dinner, after she has one beer, her preferences change so that she now prefers more than one beer at dinner and no book after. After dinner, her preferences switch back again (regardless of how many beers she had with dinner), so that she now prefers one beer at dinner and a book after. The no‑regret condition implies that it is rational for her to stick to her original intention.

2) Gregory Kafka's toxin puzzle: A billionaire can accurately discern other people's intentions (through some sophisticated technological device). She will give me a lot of money on Tuesday if on Monday I form the intention to drink a disgusting but non‑lethal toxin on Wednesday. So on Monday I form the intention to drink the toxin. On Tuesday I get the money. Is it rational for me to change my plan when Wednesday arrives and not drink the toxin? The no‑regret condition implies that it is rational to change one's plan, irrational to stick with it.


The no‑regret condition sounds a bit ad hoc, although its results in the cases to which Bratman applies it seem to correspond to our (at least, my) intuitions. It presupposes a predictable stability about the agent’s future attitude with regard to the two options under consideration. It gives no guidance as to what to do in cases where the agent’s future attitude to them is unpredictable or unstable.


Walton’s “argument from waste” (1996: 80-83) is a fallacy if deployed in a situation where the agent reconsidering a project has already determined that it would be more costly than otherwise to continue the project. The fact that the resources devoted so far to the project would be “wasted” if it were discontinued now is in itself irrelevant to the decision whether to continue, and rationally speaking should count for nothing in the “weighing up” of considerations for and against completing the project. The fallacy of taking the “waste” of already consumed resources as a reason for continuing with a project is known in psychology as “the fallacy of sunk costs” and in animal behaviour as “the Concorde fallacy.” The apparently plausible examples of arguments from waste in Walton (1996: 80-83) and Perelman & Olbrechts-Tyteca (1971/1958: 279-281) gain their plausibility from the fact that the circumstances still permit achievement of the intended goal of the project; it is the positive benefit from continuing, not the “loss” of already consumed resources, which provides the real rationale for continuation. A computational architecture for practical reasoning should not build into its module for updating plans a bias toward continuation derived from resources already invested in the plan.

9. Ultimate values
Practical reasoning gets its starting-point from some “urge” or felt liking or disliking. Pollock (1995: 20-23) proposes that rational human beings ultimately base their practical reasoning on token situation-likings and situation-dislikings (of the situation as it is, not necessarily as it is believed to be). An alternative possibility, he supposes, would be to base practical reasoning on feature-likings, e.g. a liking for an ambient temperature in a certain range–but he finds that human beings are not designed in that way. Desires are for Pollock encoded goals. Because of computational limitations, a rational agent will come with built-in “optative dispositions” (e.g. the desire to eat if the agent is hungry or to drink if it is thirsty), but such “Q&I [quick and inflexible–DH] modules” are default starting-points for practical reasoning which can be overridden by more basic considerations based on token situation-likings.


All this seems sensible (with the caveat in section 1 above about the need to provide for consideration of the situation-likings and -dislikings of other systems). It raises doubts about the widespread use in empirical, e.g. survey research of measures of subjective preference as indicators of the value a human being places on some state. Health care economics, for example, uses “quality-adjusted life years” (QALYs) as a measure of the benefit from various policy options in health care. The quality adjustment comes from the results of surveys in which people are asked to compare states of impaired health with being fully healthy; typically, full health is given a rating of 1 on the resulting scale and being dead (interpreted as no longer existing) a rating of 0. Overwhelmingly, healthy people asked to indicate their preferences will prefer being dead to being quadriplegic; in other words, life as a quadriplegic is supposedly worth less to them than being dead. This expression of preference corresponds to the frequent desire of newly paralysed quadriplegics to end their life. But people who have been quadriplegics for some time overwhelmingly rate their state of health as better than death. So do members of their immediate family who know directly what life is like for a quadriplegic. Subjective preference does not necessarily correspond to comparative situation-liking. (Another example: I have no doubt that the vast majority of people would find their future situations more to their liking if they won $1,000 in a lottery than if they won $100 million in a lottery; suddenly coming into a lot of money tends to be ruinous in many respects to one’s life situation. But people’s lottery-ticket purchasing habits indicate a strong preference for the bigger prize.) Public policy would presumably be wiser if it were based on situation-likings rather than subjective preferences. It is not clear to me how one can measure situation-likings, or whether computational methods are at all relevant to this problem.

10. Should prior plans be filters on new plans under consideration?
Pollock proposes the following rule for justified plan adoption:

The decision to adopt a plan  is practically justified iff a rationally satisfactory search for plans has been conducted and either:



for every plan µ discovered by the plan search, if we are justified in believing that µ competes with , then we are justified in believing that  is preferable to µ; or

(a) the plan search has led to the discovery of no plan that we are justified in believing to be rationally preferable to , and

(b)  has been chosen randomly from the set of all competing plans discovered by the search which are justifiably believed to be tied with . (1995: 201)

He notes that this proposal conflicts with a suggestion by Bratman (1992) that prior plans filter out new plans under consideration; for example, when considering how to get to the airport for an evening flight, a rational agent will rule out as inadmissible taking the afternoon airport limousine if the limousine’s timetable would make it impossible to carry out a prior plan to see an old friend that afternoon. Pollock replies that in such cases his rule would preclude the option in normal circumstances on the ground that its cost (not seeing the friend) is higher than that of other options, and that where such a plan turned out to be practically justified on his rule it would in fact be rational to adopt it. A question to be considered in evaluating argumentation schemes for practical reasoning, then, as well as for computational modelling of practical reasoning, is whether prior plans should act as a filter during a process of searching for alternative new plans, or whether they should be taken into account only at the point of ranking options. My own judgement is that the latter position should be taken, that Pollock has the correct answer to this question.

11. Kinds of defeaters
A defeater is a consideration that defeats a prima facie (i.e. non-conclusive) reason. For example, in Plato’s Republic (I.331c) the fact that a friend is out of his mind defeats the reason (for giving him weapons for which he asks) that he loaned them to you. Pollock claims (1995: 41) that there are only two kinds of defeaters. “Where P is a prima facie reason for Q, R is a rebutting defeater iff R is a reason for denying Q.” (1995: 40) In the Republic example, that fact that the friend is out of his mind is a rebutting defeater R, a reason for denying that (Q) you should give him the weapons he asks for, even though (P) he loaned them to you. “Undercutting defeaters attack the connection between the reason and the conclusion rather than attacking the conclusion directly.” (1995: 41) Pollock gives the example that illumination by red light is an undercutting defeater for the reason (for an object’s being red) that it looks red to me. Rebutting defeaters give one a reason to reject the previously justified conclusion, whereas undercutting defeaters do not give one a reason to reject it but only render it unjustified (at least by the reason previously given).


Verheij (1999: 822) proposes two new types of defeat: defeat by sequential weakening and defeat by parallel strengthening. Though he does not give details, he reports that his procedural computational model of argumentation “CumulA” (Verheij 1996) accommodates the intuitions that it is easier to defeat an argument if it contains a longer chain of defeasible steps and harder to defeat an argument if it contains more reasons to support its conclusion (because of accrual of reasons). Pollock explicitly rejects both sequential weakening and parallel strengthening as defeaters. As against sequential weakening, he proposes the following weakest link principle for defeasible arguments:

The degree of support of the conclusion of a defeasible argument is the minimum of the strengths of the prima facie reasons employed in it and the strengths of the input states to which it appeals. (Pollock 1995: 101)

This principle implies that lengthening the chain of defeasible steps for a conclusion does not change the degree of support for that conclusion unless the additions include a new prima facie reason or input state which is weaker than any old ones. The mere fact that the chain gets longer does not make the argument weaker. As against the accrual of reasons, Pollock argues (by example) that cases which seem to illustrate the accrual of two independent reasons are better construed as cases of having a single reason that subsumes the two.

Accordingly, I doubt that reasons do accrue. If we have two separate undefeated arguments for a conclusion, the degree of justification for the conclusion is simply the maximum of the strengths of the two arguments. (Pollock 1995: 102)

Thus, if there is already a comparatively strong argument for a given conclusion, adding a second slightly weaker (or even equally strong) argument for the same conclusion does not make it any more justified. Accrual of reasons may increase persuasiveness, but it does not add probative value, unless the new reason is stronger than any already given.


Pollock’s arguments for the weakest link principle and against the accrual of reasons need careful examination. It is, I suppose, possible to explore computationally the difference these principles make to systems of defeasible practical reasoning 

12. Means‑end reasoning
A common argumentation scheme for practical reasoning is means-end reasoning, which we may provisionally schematize as follows:

E is a rationally justified goal.

M is a means to achieving E.

Therefore, plan to bring about M.

Thus baldly put, the scheme is not even presumptively valid. If M is a sufficient condition for achieving E, a rational search for plans by which one can achieve E might turn up an alternative sufficient condition M’ which is on balance preferable. One could of course treat the discovery of such an alternative as a defeater for a presumptively valid argument, but it seems more reasonable to make comparison with alternative plans under consideration a prelude to granting presumptive status; depending on the situation, some initial commitment of resources to inventing alternative plans seems justified.


On the other hand, if M is a necessary condition for achieving E, it may still not be reasonable to plan to bring it about, because E might be unachievable for other reasons (Raz 1978: 9-10). Raz concludes that means-end reasoning justifies a plan to bring about a certain means only if that means is both necessary and sufficient. Thus, we get the following revised scheme:

E is a rationally justified goal.

M is a means which is sufficient for achieving E.

M is at least as preferable, all things considered, as any other sufficient means for achieving E which a rational search for means has turned up.

Therefore, plan to bring about M.

(Cases of individually necessary and jointly sufficient means are handled by treating the composite of them as a single sufficient means.) Even this scheme is only presumptively valid, for it can be defeated by considerations other than achievement of the justified goal E. For example, a physician on her way to a dinner engagement by the best route has a professional duty to stop at the scene of a newly occurred road accident where someone has been injured and provide medical attention if it is required.


Similar considerations apply to what one might call “specification reasoning,” where one has a justified partial plan (e.g. to eat lunch) and one specifies it (by deciding to have a ham and cheese on rye).


Similarly for reasoning which subsumes a particular case under a general principle, e.g. reasoning that I ought not to cross the road right now because it is not safe to do so. The warrant here strikes me as only presumptively valid, because there are situations (emergencies, for example) where other considerations might override the personal danger.

13. Simple heuristics
Computational models provide a way to investigate the relative cost-effectiveness of simple heuristics and more complicated reasoning procedures. For example, some decision-making situations are best conceptualized in terms of a matrix whose rows are options (alternative plans, which may be partial), whose columns are (really possible) states of the world which affect the outcome of each option, and whose cells are the outcomes for each option-state combination. Some rules of thumb for human decision-making are:

1. Make sure that your options are mutually exclusive.

2. Restrict yourself to at most 3 or 4 options.

3. Options do not have to be jointly exhaustive.

4. The options should include what strike you initially as the most promising.

5. The states should be mutually exclusive and jointly exhaustive.

6. It is sometimes enough just to have a rough rating or ranking of the outcomes.

7. If none of the options seems to have a satisfactory outcome, rethink your options.

8. If you still don’t like any of the options, consider delaying your decision.

9. If one option strikes you as clearly satisfactory, choose it.

Such a rough-and-ready approach may be more feasible than a calculation of the subjective expected value of the options on the basis of a (very fallible) estimate of the probabilities of each state and the utilities of each outcome. It would be worth knowing how simple heuristics fare against more complex patterns in typical situations of practical reasoning.


A nice example where a very simple strategy proved superior to much more complicated ones is the tit-for-tat strategy for playing iterated prisoner’s dilemma games: cooperate the first time, and each subsequent time do what the other player just did. In computational competition among various suggestions of strategies, the tit-for-tat strategy has repeatedly come out the winner over more complicated proposals. Perhaps there are similar results in other aspects of practical reasoning.

14. Other topics for investigation
Mark Aakhus (1999) has raised some critical questions about “groupware” products which allow members of organizations to engage in group strategic planning, design, negotiation and policy-making. These products instantiate theories about how argumentation can be used to manage disputes and decisions. Thus, all the theoretical questions which arise about interpersonal practical reasoning have a bearing on their design.


Kimmo Lapintie (1999) points out the weaknesses in the approach of land-use planners of providing a limited number of options among which stakeholders are to choose. He recommends as an improvement of communicative planning theory addition of a preliminary stage of settling on options. Such a stage would seem to incorporate a much looser form of argumentative discussion than most models now envisage, something more like Wohlrapp’s retroflexive argumentation than the pragma-dialectical model of van Eemeren & Grootendorst (1984, 1992).


Scott Jacobs (1999), Christina Slade (1999) and Björg Volquardsen (1999) have discussed the prospects for reconstructing advertisements as examples of practical reasoning. Volquardsen is sceptical, while Jacobs and Slade are more positive. It is not clear whether there is any prospect of computational discourse analysis. At first glance, it seems a much more formidable challenge than machine translation or computational sentence parsing.
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�Unfortunately, I have not had a chance to look at Walton’s (1990), whose existence I discovered only shortly before completing this statement. But I doubt that it proposes a fully comprehensive system for practical reasoning.


�For a concise summary of some aspects of Pollock’s theory of rationality, as expressed in his (1995) and in OSCAR (1999), along with some evaluative remarks about that theory, see my (forthcoming).


�According to Walton (1996: 3), Kienpointner has three main types of argumentation schemes, distinguished according to the kind of warrant used to provide the transition from premisses to conclusion: warrant-using, inductive, and other (covering arguments from example and from authority, as well as arguments by analogy). Warrant-using argumentation schemes are in turn divided into classifying schemes, identity schemes, schemes against the proposition, and causal schemes.


�“Warranted,” in Pollock’s (1995) terminology. Pollock distinguishes warranted conclusions (of practical or epistemic reasoning) from justified conclusions. A conclusion is justified iff the reasoner has reasoned correctly up to the time of reaching it. A conclusion is warranted iff reasoning which could proceed without limit would reach a point where the conclusion was justified and would never subsequently become unjustified just as a result of further reasoning. (1995: 199) The terminology is a useful way of marking a distinction which is important for systems (like human beings and computers) with limited resources for reasoning.


�See Govier (1999: 170) for a list of nine questions to be asked in evaluating a conductive argument. To her list, there should be added a tenth: What are the considerations (not mentioned in the argument) put forward by the evaluator or critic that count for the conclusion? This should go between her question 3 and her question 4. Or one could eliminate her question 6 (“What are the counter-considerations put forward by the evaluator or critic that count against the conclusion?”) and construe the exercise as one of determining whether the stated premisses justify (in Pollock’s (1995) sense) the conclusion, after which it would be a separate question whether the conclusion was warranted (in Pollock’s terminology). Although Govier’s five evaluative questions about the inferential link between premisses and conclusion are couched quantitatively (“how strong,” “how much overall support”), she is quite explicit that we cannot literally measure the strength of supporting reasons and the countervailing strength of opposing reasons. The quantitative language is an acknowledged metaphor whose literal meaning she never states.


�Conductive reasoning occurs in support of a variety of types of conclusions, not just decisions or recommendations to adopt a certain course of action or policy. In general, it seems most appropriate to reasoning situations where the question at issue is not a matter for discovery but for judgement–e.g. policy, evaluative, classificatory and interpretive questions. But, in a recent defence against scepticism about the very existence of conductive arguments, Govier includes among 10 quoted examples (1999: 160-166) some whose conclusions are, or are construed as, causal claims (that rape is not due to natural psychological impulses, that punishment will render a criminal more morally sensitive, that the main beneficiaries of programs to combat global warming will be developing countries).


�I continue to hold a view expressed in print long ago that terms like “deductive,” “inductive” and “conductive” apply primarily to the relation of support between premisses and conclusion in an argument (or piece of reasoning); a conclusion follows deductively if the truth of the premisses necessitates (I would say, non-trivially) the truth of the conclusion, inductively if the truth of the premisses makes probable the truth of the conclusion, presumptively if the truth of the premisses establishes a presumption that the conclusion is true/acceptable. Conductive support is a kind of presumptive support. A conductive argument would be, derivatively, an argument for which the appropriate standard of evaluation for the inference from premisses to conclusion would be a conductive standard; a conclusion would follow by this standard if the argument met the conditions of Wellman’s definition, with the replacement of “is drawn” in the second condition by “follows.” On my view, not all arguments can be classified as deductive, inductive, conductive or whatever, since it might be indeterminate which standard of support is appropriate for a given argument or there might be more than one appropriate standard. For a development of this idea as part of a comprehensive approach to argument appraisal, see a paper by Robert H. Ennis recently submitted to Informal Logic.


�Marius Vermaak mentions this letter in his (1999: 829). I have not seen the text of the letter.


�Later Richard Sylvan and Val Plumwood.


�Better to say “all” rather than “both,” since there may be more than two parties to a negotiation. A legislature operating under the British parliamentary system, for example, may have house leaders of more than two elected political parties, who must negotiate as a group how the business of the legislative chamber is to be scheduled.


�In this respect, principled negotiation fits into a current interest in less adversarial, more cooperative models of argumentative discussion, with an abandonment of metaphors of military combat (position, defence, etc.). See Gilbert (1997) and Makau (1999). Wohlrapp’s “retroflexive argumentation” also reflects this interest.


�The outcome of these negotiations was an impasse: Melos refused to become an ally of Athens, and the Athenian envoys refused to tolerate its continuing neutrality in the war between Athens and Sparta. As a result, Athens besieged the island, conquered it, killed all the men, and sold the women and children into slavery. Recent ethnic cleansing in Bosnia fits into a long-standing European tradition.


�Pollock later (1995: 270-271) modifies this rule to provide for the disjunctive adoption of a set of plans in situations where there is a tie, or at least no clear rational preference, among a number of superior plans. The modification does not affect his rejection of using prior plans to filter out conflicting new plans as inadmissible even for consideration.


�Pollock introduced the distinction between rebutting and undercutting defeaters in his (1970). Raz somewhat later (1978: 12-13) makes the same distinction in different terminology. He distinguishes among defeating facts between conflicting reasons which count against that which the defeated reason counts for and cancelling reasons, which are defeating reasons which are not conflicting reasons. Thus, Raz’s conflicting reasons are Pollock’s rebutting defeaters, and Raz’s cancelling reasons are Pollock’s undercutting defeaters (if Pollock is right that all non-rebutting defeaters are undercutting defeaters). According to Raz, “a reason for a person to perform an action which is not overridden or cancelled is a conclusive reason for that person to perform that action.” (1978: 13)





